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Abstract

Environmental questions that sound simple often compress consequential choices about
observations, transformations, alignment, and assumptions into short scripts. Making a script
rerunnable supports computational repeatability, but does not by itself reveal what scientific
question the code asked. CUBEDYNAMICS grew from a recurring need across environmental
projects: retain a readable analytical sequence without replacing xarray’s labeled multidimen-
sional data structures or hiding the choices underneath them. The open-source Python package
provides named environmental inputs that retain provider and product identity, named trans-
formations with explicit parameters, execution in the order written, a running description of
the package’s interpretation of the current result, and a record of how it was produced. Its
intended users are environmental researchers and research software engineers who want reusable
analyses that collaborators can inspect and extend. Implementation and semantic validation
of the public 0.1.0rc3 candidate and a dated post-rc3 development record show that Boolean
condition outputs and summaries are described consistently with their numerical contents,
meaning-changing operation orders remain distinct, mismatches detectable from coordinates
and observation-support metadata are reported, and known contract-incompatible sequences
are rejected with explanations. A South Dakota vignette demonstrates a limited two-input
combination of temperature and precipitation conditions. The objective is not to make difficult
environmental synthesis appear simple, but to make its complexity readable while keeping the
observations, transformations, and evidence underneath recoverable.

1 Introduction

The question Where was it hot and dry? sounds modest. An analyst could load temperature and
precipitation, define two conditions, combine them, and make a map. Yet each step opens another
question: Which products? Which dates and grids, and what spatial area or time interval does each
value represent? Is “hot” an absolute threshold, a local quantile, or an anomaly from a climatology?
What counts as “dry”? How are missing observations handled? Were the sources regridded or
matched in time, and in what order were values transformed and summarized? A short question
can require substantial computational machinery.
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There is a deeper problem. Even perfectly rerunnable code may not make the question inspectable.
Consider the same 2 x 2 temperature field, threshold, and spatial mean in Figure 1. Thresholding
first asks what fraction of cells satisfy a condition. Averaging first asks whether the regional
mean satisfies it. Both sequences can be computationally reproducible; they are different scientific
statements.

Same input and operations; authored order preserved

Question A: cell fraction Question B: regional state
same temperature field same temperature field
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Figure 1: Authored order changes scientific meaning. For the same field {0,2,4,6} °C and inclusive
threshold T' < 3 °C, threshold-then-mean produces a cell fraction of 0.5, whereas mean-then-threshold
produces one regional Boolean state, TRUE. CUBEDYNAMICS executes both statements and preserves
rather than equates them.

Computational reproducibility has several meanings, and successful re-execution is only one compo-
nent of transparent research (Peng, 2011; Goodman et al., 2016; National Academies of Sciences,
Engineering, and Medicine, 2019; Essawy et al., 2020). Here scientific inspectability denotes a
narrower property: a reviewer can recover the provider and product, exact data request, parameters,
order of operations, changes in what the intermediate results represent, record of completed steps,
and evidence limited to what was actually tested. Inspectability does not establish that the statement
is scientifically appropriate or fit for a decision. It makes the choices available for examination.
Throughout this paper, observation is used broadly for a value supplied by an environmental data
product; depending on the source, that value may be a direct measurement, an interpolated grid, a
remotely retrieved quantity, a modeled estimate, or a derived variable. The source and procedure
therefore remain part of its meaning (Madin et al., 2007; Janowicz et al., 2019; Haller et al., 2019).

CUBEDYNAMICS is intended first for environmental researchers and research software engineers
who already use xarray’s labeled multidimensional arrays, computational notebooks, and geospatial



libraries, but whose reusable scripts must cross products, projects, and collaborators. The package
adds shared names for environmental inputs and transformations and, after each step, records what
the current result represents and how it was produced. It does not introduce another numerical
data structure or a system for scheduling jobs. Its central question is:

What exactly did this analysis ask the observations?

This paper explains where that design came from, how its readable expression connects to an
inspectable foundation, how new sources and project methods can extend the vocabulary, and what
the public 0.1.0rc3 candidate and explicitly separated later evidence demonstrate. The accompanying
Supplementary Information (SI) contains the complete input and output rules, source inventories,
validation records, and specialized extensions.

2 From narrative pipelines to a shared grammar

My route to CUBEDYNAMICS began with ways of making analysis readable. Fry’s computational
information-design pipeline—acquire, parse, filter, mine, represent, refine, and interact—presented
data work as a directional process whose stages contributed to an interpretable whole (Fry, 2004,
2007). T later encountered ggplot2, an R visualization package built as a layered implementation of
Wilkinson’s Grammar of Graphics (Wilkinson, 2005; Wickham, 2010). In that grammar, a plot is
specified by composing data, visual mappings, geometric marks, statistical transformations, scales,
and coordinates, making much of the visual argument visible in the code. The tidyverse broadened
that experience beyond plotting. It is a collection of R packages that share design conventions for
importing, reshaping, transforming, visualizing, and modeling primarily tabular data (Wickham,
2014; Wickham et al., 2019). Within that ecosystem, named operations can be composed in the
order an analyst reasons through them.

When my work moved from R data frames to larger environmental arrays in Python, xarray provided
arrays whose dimensions and coordinates have names (Hoyer and Hamman, 2017), while Dask
allowed those arrays to be evaluated in parallel or only when needed (Rocklin, 2015). I missed
the narrative continuity of the earlier R workflow. The analysis still had a sequence, yet its data
sources and steps that changed a field into a condition or summary were easily dispersed across
loaders, helper functions, array expressions, and metadata. CUBEDYNAMICS began as an attempt
to recover that readable progression while addressing a different problem: environmental data need
their source and spatial and temporal meaning retained as they are transformed, together with
evidence that generic data-manipulation verbs do not supply by themselves.

This lineage should not be read as a feature-by-feature comparison between the tidyverse and
CuBEDYNAMICS. The tidyverse is an R ecosystem centered largely on tabular analysis; CUBE-
DyNAMiIcs is a Python package designed to wrap multidimensional environmental objects already
handled by xarray and related libraries. A researcher would not normally choose between them as
interchangeable implementations. The connection is conceptual: both use a small vocabulary of
named operations and written order to make analytical reasoning easier to follow.

That route is personal, but the design problem is shared. Information-visualization research has long
represented analysis as transformations among data states (Chi, 2000). Literate programming argued



that programs should be organized for human explanation as well as machine execution (Knuth,
1984). Computational notebooks place executable work beside narrative but expose a recurring
tension between exploration and explanation (Rule et al., 2018). More general workflow scholarship
treats analysis as a progression of consequential choices rather than a single calculation (Stoudt et al.,
2021). CUBEDYNAMICS belongs to this broader lineage. Its particular focus is what environmental
data and intermediate results mean as they move through an executable analysis: what was observed,
from which product, over what spatial area or time interval, through which transformations, and
with what evidence.

The idea then grew through workflows involving climate and vegetation observations, fire objects,
terrain, roads, streamflow, synchrony methods, teaching notebooks, and decision vignettes. These
projects differed scientifically, but repeatedly needed the same connective layer: a recognizable name
for the environmental information entering an analysis, explicit transformations written in analytical
order, and a way to inspect what object existed after each stage. The need was not another storage
system. It was a shared interface between project methods and the numerical infrastructure beneath
them.

That infrastructure is already mature. NumPy supplies general numerical arrays (Harris et al., 2020);
xarray adds named dimensions, coordinates, and Dataset structures (Hoyer and Hamman, 2017); and
Dask supports delayed and parallel computation (Rocklin, 2015). Rasterio and rioxarray read and
write gridded raster data (Gillies and contributors, 2013-present; Snow et al., 2026), while GeoPandas
and Shapely represent vector features and geometric operations (Jordahl et al., 2020; Gillies et al.,
2025). The STAC standard describes discoverable spatiotemporal assets (SpatioTemporal Asset
Catalog community, 2024). Data-cube systems organize large Earth-observation collections for
multidimensional analysis (Giuliani et al., 2017; Lu et al., 2018; Appel and Pebesma, 2019).

An Earth system data cube is a general organizational concept rather than a single package: diverse
variables are arranged as labeled multidimensional data, often on a shared spatial and temporal grid,
so they can be accessed and analyzed together (Mahecha et al., 2020; Montero et al., 2024). A recent
survey in Environmental Data Science describes how such cubes reduce technical preparation while
emphasizing that their life cycle still presents scientific challenges involving interpolation, aggregation,
distortion, autocorrelation, metadata, and domain-specific interpretation (Montero et al., 2024).
Related work develops analysis-ready satellite products (Dwyer et al., 2018), interoperability among
cube systems (Giuliani et al., 2019), concept-aware Earth-observation cubes (Augustin et al., 2019),
and language-independent process graphs for executing analyses on remote services (Schramm et al.,
2021). CuBeDyYNAMICS does not build or store a data cube. It works with the resulting ordinary
Python objects and concentrates on making the analytical statement and its changing scientific
meaning inspectable.

Adjacent systems make other parts of analytical structure explicit, although they are not direct
substitutes for one another. ArcGIS ModelBuilder is a visual programming environment inside
desktop GIS: users connect spatial data and geoprocessing tools in a diagram, with one tool’s output
becoming another’s input (Esri, 2026). GeoJModelBuilder provides a related open-source approach
to graphical geoprocessing workflows (Zhang et al., 2017). Pegasus is a system for planning and
running computational workflows (Deelman et al., 2015). The Common Workflow Language is a
standard for describing portable command-line workflows across execution environments (Crusoe
et al., 2022). WINGS adds domain knowledge and constraints to help users construct computational
experiments whose components are compatible (Gil et al., 2011). CUBEDYNAMICS instead operates
within an ordinary Python analysis. These systems are cited as precedents for visible sequence,



portable execution, or scientifically constrained composition, not as products an environmental
Python user would necessarily compare side by side.

Environmental Python users are more likely to encounter CUBEDYNAMICS alongside domain packages
than as a replacement for them. xclim supplies tested climate indicators on xarray objects (Bourgault
et al., 2023); clisops performs climate-data subsetting and related operations (clisops contributors,
2026); intake-esm catalogs and loads Earth-system model collections (intake-esm contributors, 2026);
and ESMValTool organizes established model-evaluation recipes (Righi et al., 2020). CUBEDYNAMICS
does not reproduce those numerical or domain libraries. Its proposed contribution is the combination
of source-qualified entry points, runtime descriptions of intermediate scientific objects, authored-
order rules, a local operation trace, ordinary xarray interoperability, and an evidence-bearing path
for adding shared sources and transformations.

In programming-language theory, a grammar defines a vocabulary of symbols and rules for combining
them into well-formed constructions (Aho et al., 2006). CUBEDYNAMICS uses the word more loosely
and operationally. Its vocabulary consists of environmental nouns, transformations, and explicit
parameters; its rules describe which objects can be combined and what each operation produces.
The package does not provide a parser, generate every valid program, or claim the completeness of
a formal language.

The project is organized so that different contributors can work at different layers. A scientist can
use built-in data names and transformations without adopting a new data structure. A project team
can add a transformation as an ordinary Python function and document its domain assumptions
in the project package. A source maintainer can propose a data source together with its provider
path, standardized metadata, origin and processing records, small checked example datasets, quality
checks, documentation, and an executable example. Promotion into the shared vocabulary is
therefore an evidentiary commitment rather than merely the addition of another function name.
The complete role and contribution pathways are reported in SI Table S2. The useful unit of growth
is not an isolated function, but a scientific name or operation accompanied by the information
needed for others to interpret and test it.

3 Design: a readable expression and an inspectable foundation

In Python, an expression is a piece of syntax that can be evaluated to produce a value, whereas an
assignment is a statement that binds such a value to a name (Python Software Foundation, 2026).
In the example below, the code to the right of the equals sign is the analytical expression; the
complete line assigns the resulting pipe object to analysis. A named environmental input enters
the pipe and is transformed by configured operations in the order written. Beneath that expression,
a compact record describes the current result, an ordered history records completed stages, and
source information and evidence ground the abstraction:

analysis = pipe(noun) | verb(parameters) | verb(parameters)

The code remains Python rather than a separate formal language. The linguistic terms identify
functional roles: nouns name environmental information, verbs transform it, parameters specify how
an operation is performed, and authored order supplies syntax. A Python callable is an object that
can be invoked with arguments; functions and methods are common examples (Python Software



Foundation, 2026). In this paper, semantic means the scientific role or interpretation of a data
object; it does not imply that CUBEDYNAMICS implements a formal ontology. Table 1 defines the
project’s recurring terms before they are used as shorthand.

Table 1: Operational definitions of recurring CUBEDYNAMICS terms.

Term Meaning in this paper

Grammar The environmental vocabulary and documented rules for combining its elements; a
design structure rather than a complete formal language

Expression The evaluable Python code on the right-hand side of the assignment, consisting

Noun and source
qualifier
Verb and parameters

here of a starting object and an ordered sequence of operations

A named kind of environmental information, such as temperature, together with
the provider and product from which it is obtained

A named transformation and the explicit choices controlling it, such as averaging

over time or applying an inclusive threshold

A Python object that can be invoked with arguments; project extensions
commonly use ordinary functions as callables

A documented rule stating which inputs an operation accepts and how the
operation changes what the result represents

A runtime metadata record of the package’s declared or metadata-inferred
interpretation of the result and what information, such as time variation or units,
remains

Callable

Semantic contract

Semantic state

Trace The ordered record of operations, parameters, messages, and state changes
completed inside the pipe
Condition An xarray Dataset whose Boolean state field records where or when a stated

criterion is satisfied under the package’s documented two-valued comparison rules
The spatial area or time interval represented or summarized by a value, which is
not necessarily recoverable from a coordinate label alone

A check that reports or rejects a known mismatch or scientifically incompatible
operation rather than silently changing the data

Observation support

Guardrail

The use of observation support follows established work on coordinate meaning, scale, aggregation,
and the change-of-support problem (Hassell et al., 2017; Gotway and Young, 2002; Dungan et al.,
2002).

3.1 Source-qualified nouns

A noun provides a stable scientific entry point; its required source qualifier identifies the provider and
product that give it observational meaning. Ecological observation models distinguish an observed
property from its procedure, feature of interest, and result (Madin et al., 2007). The W3C and
OGC observation ontologies formalize related distinctions among observations, sensors, procedures,
sampling, and results (Janowicz et al., 2019; Haller et al., 2019). The Climate and Forecast data
model provides conventions for variables, units, coordinates, and related metadata in climate and
geoscience data (Hassell et al., 2017). Thus the prism and gridmet forms of temperature share a
vocabulary without becoming equivalent measurements. PRISM and gridMET are distinct products
with different construction and intended uses (Daly et al., 2008; Abatzoglou, 2013). Their native
variables, statistics, units, grids, temporal support, revisions, queries, provenance, and reviewed
quality-assurance results remain source-specific within CuBEDYNAMICS (Tuff, 2026a).

This distinction makes the abstraction useful without making it careless. A common noun supports



discoverability and shared analysis code; the source qualifier prevents that convenience from becoming
an implicit substitution decision. Computational compatibility after conversion or regridding is
not evidence of scientific interchangeability, and data provenance remains essential to fitness for
purpose (Whitfield, 2012).

3.2 Verbs, order, state, and trace

A configured verb carries the input and output rule defined in Table 1. Thresholding changes a
continuous observation into a condition; for fully finite input, averaging that Boolean condition
computes the unweighted arithmetic proportion of indexed positions satisfying the condition over the
named dimension; event detection requires a condition with ordered time and remaining temporal
variation. The present two-valued condition contract treats a missing numerical comparison as false,
so this proportion is not generally the proportion among valid observations. That consequential
boundary is specified in the SI and revisited in the Discussion. The semantic state must therefore
describe the result produced, not simply inherit labels from the input. The maintained condition
representation and the complete list of recorded state fields are documented in the SI.

The order in which verbs are authored is part of the scientific statement. CUBEDYNAMICS calls
each stage once, from left to right, and does not rearrange the expression. Some orders are both
valid but meaning-changing, as in Figure 1; some remove information required later; and some
are conditionally equivalent only under explicit assumptions. Semantic workflow research provides
close precedent for using scientific constraints to distinguish meaningful compositions from invalid
ones (Gil et al., 2011; Bowers, 2012; Miksa and Rauber, 2017).

After each completed stage, semantic state records the package’s declared or metadata-inferred
interpretation of the scientific role, dimensions, units, coordinate reference system, temporal and
spatial status, observation support, remaining variation, source qualifier, and available source and
processing history. This record does not prove that incoming metadata or scientific assumptions are
correct. The trace records operations, parameters, messages, and state changes in authored order.
It is a local history of work inside the pipe, not complete workflow provenance: preparation before
pipe ) and work after unwrap () require complementary records (Davidson and Freire, 2008; World
Wide Web Consortium, 2013; Soiland-Reyes et al., 2022; Leo et al., 2024).

Alignment follows the same principle. Equal coordinate labels do not prove equal spatial footprints
or temporal support. The change-of-support literature shows why differences in scale, aggregation,
and support can alter analysis even when data appear computationally compatible (Gotway and
Young, 2002; Dungan et al., 2002; Baumann, 2024). CUBEDYNAMICS therefore requires exact
coordinates for direct composition, reports known support differences, and does not silently reproject,
resample, truncate, or invent support. Researchers remain responsible for any scientifically justified
harmonization.

3.3 Ordinary objects and project extensions

The adoption path is reversible: xarray object — pipe — inspected operations — unwrap — xarray
object. NumPy- and Dask-backed values retain their established behavior where operations permit
it. unwrap() returns the current value; it does not force computation, certify the result, or complete



the wider workflow.

Project extensions do not require a new data class or registration through a plugin system. An
ordinary Python function that accepts the current object and returns the next object can participate
in a pipe. That low barrier is important for research groups developing domain methods. Promotion
into the shared package remains stricter because a public scientific name and its documented input
and output rules will be reused outside the originating project. The repository therefore encourages
project-owned vocabularies first, followed by broader promotion only when meaning, evidence, tests,
and teaching material are ready together (Tuff, 2026a).

3.4 Evidence beneath the abstraction

Concision moves complexity; it does not eliminate it. Retrieval, variable selection, coordinate
interpretation, provenance, and validation can recede behind a short noun call. Without a path
downward, readable abstraction could make an analysis less inspectable. Metadata integration itself
is scientific work rather than a cost-free administrative step (Edwards et al., 2011).

This motivates the design maxim:

The shorter the analytical expression becomes, the stronger the evidence underneath it
must become.

A reader should be able to descend from a noun to its source, query, native variable, units, coordinates,
support, revision, provenance, and quality-assurance result limited to the query and version actually
tested; from a verb to its parameters, change in meaning, trace entry, and behavioral evidence.
Current provider availability, the identity of a checked example dataset, metadata interpretation,
numerical plausibility, and suitability for a scientific purpose answer different questions and are
recorded separately. The SI provides the evidence matrix and source records.

4 Worked example: warm and dry days in South Dakota

The Working Lands vignette returns to the opening question with an explicit definition: where
during July 2024 was maximum temperature at or above each cell’s empirical 0.75 quantile for that
month while precipitation was at or below 0.1 mm? Both observations come from PRISM over
a central South Dakota bounding box. The two conditions are constructed in separate recorded
sequences and then combined:

from cubedynamics import data, pipe, verbs as v

query = dict(
source="prism", bbox=[-101.2, 43.7, -100.4, 44.3],
start="2024-07-01", end="2024-07-31",
)
temperature = data.temperature(x*query, statistic="maximum"
precipitation = data.precipitation(**query)



warm_branch = pipe(temperature) | v.quantile_state(
quantile=0.75, direction="above", name="warm_july_day"

)

dry_branch = pipe(precipitation) | v.threshold_state(
threshold=0.1, direction="below", name="trace_or_no_rain"

)

warm = warm_branch.unwrap()
dry = dry_branch.unwrap()

analysis = (
pipe (warm)
| v.overlap(dry, name="warm_and_dry")
| v.mean(dim="time", keep_dim=False)
)
frequency = analysis.unwrap() ["state"]
frequency_percent = frequency * 100 # presentation outside the trace

The two sequences make the analytical argument visible. Temperature becomes a locally ranked
warm condition; precipitation becomes a trace-or-no-rain condition; overlap produces the joint
condition; and the temporal mean produces the unitless proportion of 31 indexed days satisfying both
conditions. Multiplication by 100 is an explicitly untraced presentation conversion after unwrap ().
Exact agreement of coordinates is required before overlap. Because both sequences use the same
PRISM daily grid and observation support, this vignette requires no decision about reconciling
different products.

Table 2: Inspectable records retained by the worked example. The entries summarize the documented
state transitions; a frozen submission artifact should additionally include the exact serialized
explain(), state, and trace output.

Retained object Result interpretation =~ Record available for review

warm_branch PRISM temperature Source request and the quantile_state parameters,
condition messages, and state transition

dry_branch PRISM precipitation Source request and the threshold_state parameters,
condition messages, and state transition

analysis before Unitless Exact-alignment requirement, overlap definition, temporal

unwrapping occurrence-proportion  reduction, and final semantic state
summary

Ordinary Python Percentage used for The explicit multiplication by 100 occurs after the inspected

value display pipe and is therefore outside its trace

The reviewed example dataset contains 31 fully finite days on a 15 x 19 grid. The joint condition
occurs on 2 to 7 days, or 6.5% to 22.6% after rounding (Tuff, 2026¢). “Warm” means at or above that
cell’s own quantile within this July sample; in the absence of ties, the definition selects approximately
one quarter of the days at each cell by construction. Spatial variation therefore primarily reflects
when the precipitation condition coincides with those locally ranked warm days. It is not a long-term
climatological anomaly. Sample quantiles themselves have multiple conventional definitions, and
the current implementation uses xarray’s default rather than exposing a CubeDynamics method
choice (Hyndman and Fan, 1996). “Dry” is the stated precipitation threshold. The result is a
co-occurrence frequency, not a diagnosis of drought, vegetation stress, land sensitivity, ecological



harm, causation, economic impact, or risk.

The example is intentionally modest. Its value is that the grammar makes it easier to say exactly
what was asked, to retain the two sequence records and source identity, and to state what the result
does not support. It demonstrates the combination of two source-qualified inputs, not unrestricted
workflow branching or a complete history across sequences that were separately returned to ordinary
Python.

5 Implementation and semantic validation

The validation asks two complementary implementation questions: do statements that meet the
documented input rules execute with result descriptions that match their numerical objects, and are
known incompatible statements rejected informatively? It does not test whether people understand
the expressions more quickly or whether an analysis is scientifically appropriate. Scientific software
often lacks a simple independently known correct answer—a test oracle—for every output, making
checks of invariants, relationships, expected failures, and direct versus wrapped calculations particu-
larly valuable (Kanewala and Bieman, 2014; Barr et al., 2015; Segura et al., 2016). A grammar
should not maximize the fraction of arbitrary operation chains that run; permissiveness is a defect
when a sequence contradicts its documented scientific rules.

External RC1 testing exposed both genuine defects and correct guardrails. The implementation was
hardened so averaging a condition produces a summary rather than retaining an obsolete Boolean
description, variance carries squared units, all condition-producing operations return the Dataset
form defined in Table 1, and plotting selects the scientifically relevant field and display from the
result’s meaning and dimensions. Both threshold-then-mean and mean-then-threshold now execute
while retaining a note that order changes meaning. By contrast, exact-coordinate enforcement,
rejection of fire and environmental data with no dates in common, and refusal to detect events after
temporal variation has been removed were preserved. The SI records the complete classification of
findings and the tests preventing repaired behavior from recurring (Tuff, 2026¢,d).

Source and composition checks address a different layer. Noun outputs retain the source qualifier,
provider and product information, native variables, queries, units, grid metadata, support, and
provenance. Small fixed example datasets test a bounded retrieval and conversion path separately
from whether a provider is currently reachable. The Working Lands notebook checks finite values,
physical ranges, exact coordinates, agreement between direct and piped calculations, provenance,
and a percentage within its expected bounds. These checks support the implemented statement and
its interpretation; they do not certify every provider observation or establish fitness for a decision.

A development record accessed September 25, 2026 reports 932 passing and 5 skipped deterministic
offline tests together with twelve supported notebooks using checksum-controlled observational
extracts, source and vignette quality assurance, generated-reference and visual checks, strict doc-
umentation and link builds, and browser audits (Tuff, 2026d). These overlapping checks support
specific documented behaviors; their counts are not an additive quality score. The five skips are not
yet enumerated in the manuscript archive, and the post-rc3 record is not yet bound to an immutable
submission commit. The SI therefore reports the counts as dated development evidence rather than
attributing them to the public rc3 artifact.
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6 Discussion

6.1 A community of environmental vocabularies

The most immediate use of CUBEDYNAMICS is not a hundred-dataset synthesis. It is helping one
research team make an existing xarray analysis readable and reviewable. A scientist can wrap a
familiar object, use a shared verb, inspect the current description and history, and return to ordinary
Python. A domain-method developer can publish a small project vocabulary without waiting for
approval from a central catalog. A source contributor can add a noun through a documented path
that joins retrieval, metadata, provenance, quality assurance, tests, and an executable example. A
reviewer can follow a concise expression downward rather than treating it as an opaque convenience
function.

This contribution model also prevents one universal vocabulary from absorbing every scientific
assumption. Core grammar behavior should remain small and general. Shared nouns and verbs
should be reusable across projects. Domain assumptions belong first in project packages where their
scientific community can evaluate them. The built-in fire, synchrony, terrain, road, and streamflow
work demonstrates possible extension shapes; it does not make every project method part of the
minimal grammar.

6.2 Toward larger environmental synthesis

Earth-system research increasingly organizes heterogeneous observations into multivariate data
cubes (Mahecha et al., 2020; Montero et al., 2024). Interoperability among those systems remains
an active problem (Giuliani et al., 2019), and whether data are ready for analysis depends on the
task, scale, metadata, and intended interpretation (Baumann, 2024). CubeDynamics’ long-term
design question is therefore not merely how to load many datasets. It is whether the analytical
argument of a large synthesis can remain readable while each abstraction stays connected to source
identity, support, transformations, provenance, and evidence.

The aspirational endpoint may be a page-sized specification rather than a five-line script: temperature,
precipitation, vegetation, fire history, terrain, hydrology, roads, soils, species, and infrastructure
entering distinct analytical paths; some summarized, some combined, and some deliberately kept
separate. A scientist should be able to read that argument, a computer to execute it, and a
reviewer—or software operating within explicitly limited tasks—to inspect its components. The
current implementation demonstrates primarily linear pipes and a bounded combination of two
inputs. It does not automatically reconcile heterogeneous products, provide a complete language for
arbitrary branching, select sources autonomously, or exercise scientific judgment.

Other limitations remain. Semantic states reduce richer scientific meaning to a small recorded
vocabulary and describe the package’s declared or metadata-inferred interpretation rather than
verifying the truth of incoming metadata. Boolean conditions currently distinguish only true
from false: missing numeric comparisons become false, so a later mean uses all indexed positions
as its denominator rather than only valid observations. Analytical paths returned separately
to ordinary Python do not automatically contribute their complete histories to a later trace;
support metadata reveal but do not resolve product comparability; and user-supplied Python
functions remain responsible for the validity of their own scientific intent. The grammar does not
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represent or propagate product bias, retrieval error, calibration uncertainty, ensemble uncertainty,
or covariance. Source quality-assurance records age as providers change. Complete reconstruction
still requires environments, inputs, revisions, and provenance outside the pipe, consistent with
established reproducible-computing guidance (Sandve et al., 2013; Wilson et al., 2017) and FAIR
data principles (Wilkinson et al., 2016). Comparative studies would be required to claim improved
comprehension, fewer errors, greater productivity, or better decisions.

7 Conclusion

CuBEDYNAMICS emerged from a practical need to share environmental methods without separating
concise code from the observations and choices that give it meaning. Its small grammar links
provider-specific environmental inputs, named transformations, order of execution, a description of
the current result, a history of completed operations, ordinary xarray interoperability, and evidence
limited to what was actually tested. The Working Lands vignette shows the present scale of that
idea; the extension model shows how a community can add sources and domain methods without
turning the core into a universal language.

The goal is not to make difficult environmental science look simple. It is to make the complexity
readable, executable, extensible, and inspectable without losing the ability to verify what lies
underneath.

8 Availability and release status

Source code and documentation are available at https://github.com/CU-ESIIL/cubedynamics
and https://cu-esiil.github.io/cubedynamics/ under the MIT License. The latest public
artifact reviewed here is the 0.1.0rc3 prerelease, uploaded to PyPI on September 2, 2026 as
an installable package and source archive. PyPI’s publishing record links it to source commit
£777eb07d3ad (abbreviated) (Tuff, 2026b). It is a release candidate rather than the final 0.1.0
release. The Working Lands values were separately checked against repository commit 862a80aed8a2
(abbreviated), and the SI identifies the fixture path and checksum. Other later repository evidence
remains dated but mutable and must be cited by exact commit before submission. No final release
DOI has been assigned; a submission archive should bind the manuscript, evidence, and reviewed
software revision in accordance with software-citation and FAIR research-software practice (Smith
et al., 2016; Barker et al., 2022).
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